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Neural Networks: A Review from a Statistical

Perspective
Bing Cheng and D. M. Titterington

Abstract. This paper informs a statistical readership about Artificial
Neural Networks (ANNs), points out some of the links with statistical
methodology and encourages cross-disciplinary research in the directions
most likely to bear fruit. The areas of statistical interest are briefly out-
lined, and a series of examples indicates the flavor of ANN models. We
then treat various topics in more depth. In each case, we describe the
neural network architectures and training rules and provide a statistical
commentary. The topics treated in this way are perceptrons (from single-
unit to multilayer versions), Hopfield-type recurrent networks (including
probabilistic versions strongly related to statistical physics and Gibbs
distributions) and associative memory networks trained by so-called un-
superviszd learning rules. Perceptrons are shown to have strong as-
sociations with discriminant analysis and regression, and unsupervized
networks with cluster analysis. The paper concludes with some thoughts
on the future of the interface between neural networks and statistics.
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1. INTRODUCTION

Given an appropriate notational convention, Fig-
ure 1 gives a diagrammatic representation of a mul-
tiple linear regression model in which the expected
response, y, is related to the values x = (xy,...,xp)
of covariates according to

p
y=wo+ Z W;x;.
Jj=1

The notational convention is that the circle repre-
sents a computational unit, into which the x;’s are
* fed and multiplied by the respéctive w;’s. The re-
sulting products are added and then a further wy is
added to provide the eventual output. In this way,
we create a neural network representation of a very
familiar statistical construct, because Figure 1 is a
version of a standard neural network called the sim-
ple or single-unit perceptron.
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In general, neural networks are (the mathemat-
ical models represented by) a collection of simple
computational units interlinked by a system of con-
nections. The number of units can be very large and
the connections intricate.

Neural networks are used for many applications
of pattern classification and pattern recognition:

e Speech recognition and speech generation

e Prediction of financial indices such as currency
exchange rates

e Location of radar point sources

e Optimization of chemical processes

e Target recognition and mine detection

e Identification of cancerous cells

¢ Recognition of chromosomal abnormalities

e Detection of ventricular fibrillation

e Prediction of re-entry trajectories of spacecraft

e Automatic recognition of handwritten charac-
ters

o Sexing of faces

¢ Recognition of coins of different denominations

e Solution of optimal routing problems such as
the Traveling Salesman Problem

e Discrimination of chaos from noise in the pre-
diction of time series
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Fic. 1. A simple (single-unit) perceptron.

In addition, we use neural networks in robotics
and in computer vision, as in the creation of a net-
work that responds to certain visual stimuli in a way
similar to the brain. Such neurological-type exam-
ples are, as yet, less common than the more prosaic
applications listed in the previous paragraph. This
is in spite of the fact that the initial stimulus for
the development of ANN models was an effort to un-
derstand more deeply how the brain works and to
construct a mechanism that would function in the
same way.

The aim of artificial intelligence and neuroscience
was to require the construction of a system that
could compute, learn, remember and optimize in
the same way as a human brain! It would not be
sufficient to have a black box that came up with
the right answers; rather, the answers had to be
achieved by “human” mechanisms. It is generally
accepted that this holy grail is still distant, and the
pursuit continues. The explosive growth of activity
in neural networks has, however, occurred because
the frameworks that seemed reasonable prototypes
for neurological modeling have been adopted and
further developed as computational tools for many
other fields. In particular, there are certain areas
of this topic that are worthy of close attention from
statisticians.

This paper is structured as follows: Section 2
gives some general reasons why statisticians should
be interested in at least some of the neural-network
research and, conversely, why neural-network spe-
cialists should be aware of certain statistical re-
search. Section 3 provides the flavor of the topic

through a series of examples. Sections 4 through
6 look at three broad areas in more depth. In each
area, we outline the basic neural-network methodol-
ogy, in terms of network architectures and training
algorithms, and then present a commentary on the
most important statistical points of contact. In par-
ticular, the commentary sections, while giving broad
indications of the interface, include fairly detailed
references to the relevant neural-network literature
and, to a lesser extent, to the corresponding statis-
tical literature. Section 4 looks at the feed-forward
networks known as perceptrons, which are usually
trained by a so-called supervized-learning procedure
and which are used in contexts strongly related to
discriminant analysis, regression and time-series
analysis. Section 5 considers Hopfield-type recur-
rent networks: probabilistic versions, such as the
Boltzmann machines, have many points of contact
with statistical physics and Markov random fields,
through their association with Gibbs distributions.
Section 6 discusses networks trained by unsuper-
vized learning, emphasizing their relationship with
cluster analysis. Section 7 discusses the future of
common interests in neural-network and statistical
research. Important areas include methods for de-
signing network architecture (model choice), meth-
ods for assessing performance, methods for parame-
ter estimation and the identification of problem ar-
eas in which the neural-network approach is neces-
sary.

The literature on ANNs is vast and is expanding
rapidly. We found the texts by Muller and Reinhardt
(1990) and Hertz, Krogh and Palmer (1991) and
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the review by Hinton (1989) of particular interest.
Johnson and Brown (1988) provide an informal and
readable account of the history, personalities and
possible future directions of the field. Important,
more specialized monographs include those of Min-
sky and Papert (1969, 1988), Rumelhart, McClel-
land, and the PDP Research Group (1986) and Amit
(1989). In addition, there are increasingly many
compilations, usually representing published con-
ference proceedings. These include Anderson and
Rosenfeld (1988), Aleksander (1989), Antognetti and
Milutinovie (1991), Eckmiller (1990), Eckmiller and
Von Der Malsburg (1988), Eckmiller, Hartmann and
Hauske (1990), Kohonen et al., (1991) and Gelenbe
(1991b). One such volume (Sethi and Jain, 1991)
makes a specific claim to try to draw together the
fields of ANN research and statistical pattern recog-
nition, and Hunt et al. (1992) alerts the control
engineering community to the relevance of neural
networks to their subject.

Several research journals are dedicated to the
field, but the total coverage includes dozens of other
journals in the literatures of engineering, theoret-
ical biology, pattern recognition, artificial intelli-
gence, computer science, theoretical physics, ap-
plied mathematics and, embryonically, statistics.

2. WHY SHOULD STATISTICIANS BE
INTERESTED?

Statisticians should become aware of, and in-
volved in, research related to neural networks on
several grounds.

2.1 Neural Networks Provide a Representational
Framework for Familiar Statistical Constructs

Many ideas and activities familiar to the statis-
tician can be expressed in neural-network notation.
Our paper started with one simple case (which we

will discuss further in Section 4.3), but they in-

clude regression models from simple linear regres-
sion to projection pursuit regression, nonparamet-
© ric regression (Specht, 1991), generalized additive
models and others (see Section 4.3.2). Also included
are many approaches to discriminant analysis such
as logistic regression, Fisher’s linear discriminant
function (LDF) and classification trees, as well as
methods for density estimation of both parametric
and nonparametric types: the former is exemplified
by finite mixture models (Tr&vén, 1991), and the lat-
ter is exemplified by kernel-based density estima-
tion (Specht, 1990). Finally, we can include graph-
ical interaction models. We refer to the statistical
literature on these topics during the text.

In most of these cases, the statistician may re-
act to the fact that familiar entities can be given

a (usually pictorial) representation by adopting
neural-network notation with a “so what?” atti-
tude. However, the relationship is clearly introduc-
ing the neural-network community to certain statis-
tical ideas, and the points of contact in certain ar-
eas, nonlinear regression, in particular, are leading
to important research under some of the following
headings.

2.2 Many Common Problems of Modeling and
Inference Have Both Statistical and
Neural-Network Treatments

Even for the small list of applications in Section 1,
statisticians will feel that they should have some
technique in their own armory to carry out a suit-
able analysis. Given a pattern classification prob-
lem and a training set of previously classified items,
the statistician would probably try to construct an
appropriate discriminant function to classify future
items. The simplest version of this for the 2-class
problem is Fisher’s LDF (Fisher, 1936; Hand, 1981),
in which the classification decision depends on the
sign of
(1) wlx +w,
where x is the vector of indicants or feature vari-
ables corresponding to the new item and w and wy
are, respectively, a vector of coefficients and a scalar.
Fisher’s LDF corresponds to a particular formula for
w and w, expressed in terms of the training data. In
the neural-network literature, linear discriminant
functions such as (1) are also proposed, represent-
ing the single-unit perceptron alluded to in Section
1. The practical difference between this device and
the statistical version lies in the way the training
data are used to dictate the values used for w and
wo. They will almost never correspond to Fisher’s
LDF, and it is natural to enquire about the extent
to which the two methods differ; see Section 4.1 for
further details.

Discriminant analysis can be thought of as a spe-
cial type of regression or prediction problem with an
indicator variable or vector as the response. Many
of the practical problems dealt with using neural
networks concern regression or prediction in a more
general sense. It turns out that there are two main
aspects to the treatment of any given practical prob-
lem:

(i) specifying the architecture of a suitable net-

work; and
(ii) training the network to perform well with ref-
erence to a training set.

When, as in the context of discriminant analysis, the

training set consists of previously classified items,
(ii) is called a supervized learning procedure.



