Understanding Neural Networks as Statistical Tools
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Neural networks have received a great deal of attention over
the last few years. They are being used in the areas of pre-
diction and classification, areas where regression models
and other related statistical techniques have traditionally
been used. In this paper we discuss neural networks and
compare them to regression models. We start by exploring
the history of neural networks. This includes a review of
relevant literature on the topic of neural networks. Neural
network nomenclature is then introduced, and the backprop-
agation algorithm, the most widely used learning algorithm,
is derived and explained in detail. A comparison between re-
gression analysis and neural networks in terms of notation
and implementation is conducted to aid the reader in un-
derstanding neural networks. We compare the performance
of regression analysis with that of neural networks on two
simulated examples and one example on a large dataset. We
show that neural networks act as a type of nonparametric
regression model, enabling us to model complex functional
forms. We discuss when it is advantageous to use this type
of model in place of a parametric regression model, as well
as some of the difficulties in implementation.
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1. INTRODUCTION

Neural networks have recently received a great deal of at-
tention in many fields of study. The excitement stems from
the fact that these networks are attempts to model the capa-
bilities of the human brain. People are naturally attracted by
attempts to create human-like machines, a Frankenstein ob-
session, if you will. On a practical level the human brain has
many features that are desirable in an electronic computer.
The human brain has the ability to generalize from abstract
ideas, recognize patterns in the presence of noise, quickly
recall memories, and withstand localized damage. From a
statistical perspective neural networks are interesting be-
cause of their potential use in prediction and classification
problems.

Neural networks have been used for a wide variety of .

applications where statistical methods are traditionally em-
ployed. They have been used in classification problems such
as identifying underwater sonar contacts (Gorman and Se-
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jnowski 1988), and predicting heart problems in patients
(Baxt 1990, 1991, Fujita, Katafuchi, Uehara, and Nishimura
1992). They have also been used in such diverse areas
as diagnosing hypertension (Poli, Cagnoni, Livi, Coppini,
and Valli 1991), playing backgammon (Tesauro 1990), and
recognizing speech (Lippmann 1989). In time series ap-
plications they have been used in predicting stock market
performance (Hutchinson 1994). Neural networks are cur-
rently the preferred tool in predicting protein secondary
structures (Qian and Sejnowski 1988). As statisticians or
users of statistics, we would normally solve these prob-
lems through classical statistical models such as discrimi-
nant analysis (Flury and Riedwyl 1990), logistic regression
(Studenmund 1992), Bayes and other types of classifiers
(Duda and Hart 1973), multiple regression (Neter, Wasser-
man, and Kutner 1990), and time series models such as
ARIMA and other forecasting methods (Studenmund 1992).
It is therefore time to recognize neural networks as a po-
tential tool for data analysis.

Several authors have done comparison studies between
statistical methods and neural networks (Hruschka 1993;
Wu and Yen 1992). These works tend to focus on perfor-
mance comparisons and use specific problems as examples.
There are a number of good introductory articles on neural
networks, usually located in various trade journals. For in-
stance, Lippmann (1987) provides an excellent overview of
neural networks for the signal processing community. There
are also a number of good introductory books on neural
networks, with Hertz, Krogh, and Palmer (1991) providing
a good mathematical description, Smith (1993) explaining
backpropagation in an applied setting, and Freeman (1994)
using examples and code to explain neural networks. There
have also been papers relating neural networks and statisti-
cal methods (Buntine and Weigend 1991; Ripley 1992; Sarle
1994; Werbos 1991). One of the best for a general overview
is Ripley (1993).

This article intends to provide a short, basic introduc-
tion of neural networks to scientists, statisticians, engineers,
and professionals with a mathematical and statistical back-
ground. We achieve this by contrasting regression models
with the most popular neural network tool, a feedforward
multilayered network trained using backpropagation. This
paper provides an easy to understand introduction to neural
networks, avoiding the overwhelming complexities of many
other papers comparing these techniques.

Section 2 discusses the history of neural networks. Sec-
tion 3 explains the nomenclature unique to the neural net-
work community, and provides a detailed derivation of
the backpropagation learning algorithm. Section 4 shows
an equivalence between regression and neural networks. It
demonstrates the methods on three examples. Two exam-
ples are simulated data where the underlying functions are
known, and the third is on data from the Department of Vet-
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Figure 1. Schematic Representation of a Biological Neuron.
erans Affairs Continuous Improvement in Cardiac Surgery
Program (Hammermeister, Johnson, Marshall, and Grover
1994). These examples demonstrate the ideas in the paper,
and clarify when one method would be preferred over the
other.

2. HISTORY

Computers are extremely fast at numerical computa-
tions, far exceeding human capabilities. However, the hu-
man brain has many abilities that would be desirable in a
computer. These include: the ability to quickly identify fea-
tures, even in the presence of noise; to understand, interpret,
and act on probabilistic or fuzzy notions (such as “Maybe
it will rain tomorrow”); to make inferences and judgments
based on past experiences and relate them to situations that
have never been encountered before; and to suffer local-
ized damage without losing complete functionality (fault
tolerance). So even though the computer is faster than the
human brain in numeric computations, the brain far outper-
forms the computer in other tasks. This is the underlying
motivation for trying to understand and model the human
brain.

The neuron is the basic computational unit of the brain
(see Fig. 1). A human brain has approximately 10*! neurons
acting in parallel. The neurons are highly interconnected,
with a typical neuron being connected to several thousand
other neurons. [For more details of the biology of neurons
see Thompson (1985).] Early work on modeling the brain
started with models of the neuron. The McCulloch—Pitts
model (McCulloch and Pitts 1943) of the neuron was one of
the first attempts in this area. The McCulloch—Pitts model is
a simple binary threshold unit (Fig. 2). The neuron receives
a weighted sum of inputs from connected units, and outputs
a value of one (fires) if this sum is greater than a thresh-
old. If the sum is less than the threshold, the model neuron
outputs a zero value. Mathematically we can represent this

model as
Y =0 Zwijxj — i | (1)
J

where y; is the output of neuron 7, w;; is the weight from
neuron j to neuron 4, x; is the output of neuron j, p; is the
threshold for neuron 4, and © is the activation function,
defined as

1 if netinput >0
0 otherwise.

O(netinput) = { 2)

Although this model is simple, it has been demonstrated
that computationally it is equivalent to a digital computer.
This means that any of the computations carried out on con-
ventional digital computers can be accomplished with a set
of interconnected McCulloch-Pitts neurons (Abu-Mostafa
1986).

In the early 1960s Rosenblatt developed a learning algo-
rithm for a model he called the simple perceptron (Rosen-
blatt 1962). The simple perceptron consists of McCulloch—
Pitts model neurons that form two layers, input and output.
The input neurons receive data from the external world,
and the output neurons send information from the network
to the outside world. Each input neuron is unidirectionally
connected to all the output neurons. The model uses binary
(=1 or 1) input and output units. Rosenblatt was able to
demonstrate that if a solution to a classification problem
“existed,” his model would converge, or learn, the solution
in a finite number of steps. For the problems in which he
was interested a solution existed if the problem was lin-
early separable. (Linear separability means that a hyper-
plane, which is simply a line in two dimensions, exists that
can completely delineate the classes that the classifier at-
tempts to identify. Problems that are linearly separable are
only a special case of all possible classification problems.)
A major blow to the early development of neural networks
occurred when Minsky and Papert picked up on the linear
separability limitation of the simple perceptron and pub-
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Figure 2. McCulloch— Pitts Neuron. The inputs are multiplied by
weights and summed. If the net input exceeds a threshold level, the
neuron fires (the resultant output is 1).
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